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Abstract This chapter discusses maximum simulated likelihood estimation when
construction of the likelihood function is carried out by recently proposed Markov
chain Monte Carlo (MCMC) methods. The techniques are applicable to parameter
estimation and Bayesian and frequentist model choice in a large class of multivariate
econometric models for binary, ordinal, count, and censored data. We implement the
methodology in a study of the joint behavior of four categories of U.S. technology
patents using a copula model for multivariate count data. The results reveal inter-
esting complementarities among several patent categories and support the case for
joint modeling and estimation. Additionally, we find that the simulated likelihood
algorithm performs well. Even with few MCMC draws, the precision of the likeli-
hood estimate is sufficient for producing reliable parameter estimates and carrying
out hypothesis tests.

1 Introduction

The econometric analysis of models for multivariate discrete data is often com-
plicated by intractability of the likelihood function, which can rarely be evaluated
directly and typically has to be estimated by simulation. In such settings, the effi-
ciency of likelihood estimation plays a key role in determining the theoretical prop-
erties and practical appeal of standard optimization algorithms that rely on those
estimates. For this reason, the development of fast and statistically efficient tech-
niques for estimating the value of the likelihood function has been at the forefront
of much of the research on maximum simulated likelihood estimation in economet-
rics.

In this paper we examine the performance of a method for estimating the ordi-
nate of the likelihood function which was recently proposed in [8]. The method is
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rooted in Markov chain Monte Carlo (MCMC) theory and simulation [3, 4, 15, 18],
and its ingredients have played a central role in Bayesian inference in econometrics
and statistics. The current implementation of those methods, however, is intended to
examine their applicability to purely frequentist problems such as maximum likeli-
hood estimation and hypothesis testing.

We implement the methodology to study firm-level patent registration data in
four patent categories in the “computers & instruments” industry during the 1980s.
One goal of this application is to examine how patent counts in each category are
affected by firm characteristics such as sales, workforce size, and research & devel-
opment (R&D) capital. A second goal is to study the degree of complementarity or
substitutability that emerges among patent categories due to a variety of unobserved
factors, such as firms’ internal R&D decisions, resource concentration, managerial
dynamics, technological spillovers, and the relevance of innovations across category
boundaries. These factors can affect multiple patent categories simultaneously and
necessitate the specification of a joint empirical structure that can flexibly capture
interdependence patterns.

We approach these tasks by considering a copula model for multivariate count
data which enables us to pursue joint modeling and estimation. Because the out-
come probabilities in the copula model are difficult to evaluate, we rely on MCMC
simulation to evaluate the likelihood function. Moreover, to improve the perfor-
mance of the optimization algorithm, we implement a quasi-Newton optimization
method due to [1] that exploits a fundamental statistical relation to avoid direct
computation of the Hessian matrix of the log-likelihood function. The application
demonstrates that the simulated likelihood algorithm performs very well – even with
few MCMC draws, the precision of the likelihood estimate is sufficient for produc-
ing reliable parameter estimates and hypothesis tests. The results support the case
for joint modeling and estimation in our application and reveal interesting comple-
mentarities among several patent categories.

The remainder of this chapter is organized as follows. In Section 2, we present
the copula model that we use in our application and the likelihood function that we
use in estimation. The likelihood function is difficult to evaluate because it is given
by a set of integrals with no closed-form solution. For this reason, in Section 3, we
present the MCMC-based simulation algorithm for evaluating this function and dis-
cuss how it can be embedded in a standard optimization algorithm to maximize the
log-likelihood function and yield parameter estimates and standard errors. Section 4
presents the results from our patent application and demonstrates the performance
of the estimation algorithm. Section 5 offers concluding remarks.

2 Copula Model

In analyzing multiple data series, it is typically desirable to pursue joint modeling
and estimation. Doing so allows researchers to investigate dependence structures
among the individual variables of interest, leads to gains in estimation efficiency, and
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is also important for mitigating misspecification problems in nonlinear models. In
many applications, however, a suitable joint distribution may be unavailable or dif-
ficult to specify. This problem is particularly prevalent in multivariate discrete data
settings, and in cases where the variables are of different types (e.g. some continu-
ous, some discrete or censored). One area of research where incorporating a flexible
and interpretable correlation structure has been difficult is the empirical analysis of
multivariate count data [2, 21]. As a consequence, models for multivariate counts
have typically sacrificed generality for the sake of retaining computational tractabil-
ity. To deal with the aforementioned difficulties, we resort to a copula modeling
approach whose origins can be traced back to [17].

Formally, a copula maps the unit hypercube [0,1]q to the unit interval [0,1] and
satisfies the following conditions:

1. C(1, . . . ,1,ap,1, . . . ,1) = ap for every p ∈ {1, . . . ,q} and all ap ∈ [0,1];
2. C(a1, . . . ,aq) = 0 if ap = 0 for any p ∈ {1, . . . ,q};
3. C is q-increasing, i.e. any hyperrectangle in [0,1]q has non-negative C-volume.

The generality of the approach rests on the recognition that a copula can be viewed
as a q-dimensional distribution function with uniform marginals, each of which
can be related to an arbitrary known cumulative distribution function (cdf) Fj(·),
j = 1, . . . ,q. For example, if a random variable u j is uniform u j ∼ U(0,1), and
y j = F−1

j (u j), then it is easy to show that y j ∼ Fj(·). As a consequence, if the vari-
ables y1, . . . ,yq have corresponding univariate cdfs F1(y1), . . . ,Fq(yq) taking values
in [0,1], a copula is a function that can be used to link or “couple” those univariate
marginal distributions to produce the joint distribution function F(y1, . . . ,yq):

F(y1, . . . ,yq) = C (F1(y1), . . . ,Fq(yq)) . (1)

A detailed overview of copulas is provided in [9], [13], and [20]. The key feature
that will be of interest here is that they provide a way to model dependence among
multiple random variables when their joint distribution is not easy to specify, in-
cluding cases where the marginal distributions {Fj(·)} belong to entirely different
parametric classes.

There are several families of copulas, but the Gaussian copula is a natural mod-
eling choice when one is interested in extensions beyond the bivariate case. The
Gaussian copula is given by

C(u|Ω) = Φq(Φ−1(u1), . . . ,Φ−1(uq)|Ω), (2)

where u = (u1, . . . ,uq)′, Φ represents the standard normal cdf, and Φq is the cdf for
a multivariate normal vector z = (z1, . . . ,zq)′, z∼N(0,Ω), where Ω is in correlation
form with ones on the main diagonal. The data generating process implied by the
Gaussian copula specification is given by

yi j = F−1
i j {Φ(zi j)}, zi ∼ N(0,Ω), i = 1, . . . ,n, j = 1, . . . ,q, (3)
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where Fi j is a cdf specified in terms of a vector of parameters θ j and covariates xi j, q
is the dimension of each vector yi = (yi1, . . . ,yiq)′, and n is the sample size. Note that
the correlation matrix Ω for the latent zi induces dependence among the elements
of yi and that the copula density will typically be analytically intractable.

The structures in (1), (2), and (3) are quite general and apply to both discrete
and continuous outcomes. However, it is important to recognize that the inverse cdf
mapping F−1

i j (·) in (3) is one-to-one when yi j is continuous and many-to-one when
yi j is discrete. Therefore, in the latter case it is necessary to integrate over the values
of zi that lead to the observed yi in order to obtain their joint distribution. In our
implementation, this integration is performed by MCMC methods.

In this chapter, we use the Gaussian copula framework to specify a joint model
for multivariate count data, where each count variable yi j ∈ {0,1,2, . . .} follows a
variable-specific negative binomial distribution

yi j ∼ NB(λi j,α j),

with probability mass function (pmf) given by

Pr(yi j|λi j,α j) =
Γ (α j + yi j)r

α j
i j (1− ri j)yi j

Γ (1+ yi j)Γ (α j)
, λi j > 0, α j > 0, (4)

where ri j = α j/(α j + λi j), and dependence on the covariates is modeled through
λi j = exp(x′i jβ j). Here, and in the remainder of this chapter, all vectors will be
taken to be column vectors. The distribution in (4) has mean λi j and variance
λi j(1 + λi j/α j), so that, depending on α j, it allows for varying degrees of over-
dispersion. The variance can be much larger than the mean for small values of α j,
but in the limit (as α j → ∞) the two are equal, as in the Poisson model where the
conditional variance equals the conditional mean. Negative binomial models are
carefully reviewed in [2], [6], and [21].

The cdf for the negative binomial distribution is obtained by summing the pmf
in (4) for values less than or equal to yi j:

Fj(yi j|λi j,α j) =
yi j

∑
k=0

Pr(k|λi j,α j). (5)

To relate the negative binomial distribution to the Gaussian copula, the pmf and
cdf computed in (4) and (5), respectively, can be used to find unique, recursively
determined cutpoints

γi j,U = Φ−1(Fj(yi j|β j,α j))

γi j,L = Φ−1(Fj(yi j|β j,α j)−Pr(yi j|λi j,α j))
(6)

that partition the standard normal distribution so that for zi j ∼ N(0,1), we have
Pr(zi j ≤ γi j,U ) = Fj(yi j|λi j,α j) and Pr(γi j,L < zi j ≤ γi j,U ) = Pr(yi j|λi j,α j). Hence,
the cutpoints in (6) provide the range Bi j = (γi j,L,γi j,U ] of zi j that is consistent with
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Fig. 1 An example of the region of integration implied by a bivariate Gaussian copula model

each observed outcome yi j in (3). In turn, because zi = (zi1, . . . ,ziq)′ ∼ N(0,Ω), the
Gaussian copula representation implies that the joint probability of observing the
vector yi = (yi1, . . . ,yiq)′ is given by

Pr(yi|θ ,Ω) =
∫

Biq

· · ·
∫

Bi1

fN(zi|0,Ω)dzi, (7)

in which fN(·) denotes the normal density and, for notational convenience, we let
θ = (θ ′1, . . . ,θ ′q)′, where θ j = (β ′j,α j)′ represents the parameters of the jth marginal
model, which determine the regions of integration Bi j = (γi j,L,γi j,U ], j = 1, . . . ,q.
Figure 1 offers an example of how the region of integration is constructed in the
simple bivariate case. Because of the dependence introduced by the correlation ma-
trix Ω , the probabilities in (7) have no closed-form solution and will be estimated by
MCMC simulation methods in this chapter. Once computed, the probabilities in (7),
also called likelihood contributions, can be used to construct the likelihood function

f (y|θ ,Ω) =
n

∏
i=1

Pr(yi|θ ,Ω). (8)

The likelihood function is then used in obtaining maximum likelihood estimates θ̂
and Ω̂ , standard errors, and in performing model comparisons and hypothesis tests.
Because the likelihood contributions are obtained by simulation, f (y|θ ,Ω) in (8)
is referred to as the simulated likelihood function, and the estimates θ̂ and Ω̂ are
called maximum simulated likelihood estimates. We next discuss the simulation and
optimization techniques that are used to obtain those estimates.
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3 Estimation Methodology

Estimation by maximum simulated likelihood requires evaluation of the outcome
probabilities for each observation vector yi. Because each outcome probability in (7)
is defined by an analytically intractable multidimensional integral, in Section 3.1 we
describe a method for evaluating the outcome probabilities which was introduced in
[8]. The method, called the Chib-Ritter-Tanner (CRT) method, stems from develop-
ments in MCMC simulation and Bayesian model choice and is well suited for eval-
uating outcome probabilities that comprise the likelihood of a variety of discrete
data models. Because the CRT estimator produces continuous and differentiable
estimates of (8), in Section 3.2 we describe how it can be applied in standard quasi-
Newton gradient-based optimization using the Berndt-Hall-Hall-Hausman (BHHH)
approach proposed in [1]. The BHHH approach exploits a fundamental statistical re-
lation to avoid direct computation of the Hessian matrix of the log-likelihood func-
tion in the optimization algorithm.

3.1 The CRT Method

The CRT method, proposed in [8], is derived from theory and techniques in MCMC
simulation and Bayesian model selection (see [3], [15]), where evaluation of mul-
tidimensional integrals with no analytical solution is routinely required. To under-
stand the approach, note that the outcome probability in (7) can be rewritten as

Pr(yi|θ ,Ω) =
∫

1{zi ∈ Bi} fN(zi|0,Ω)dzi =
1{zi ∈ Bi} fN(zi|0,Ω)

fT NBi
(zi|0,Ω)

, (9)

where Bi = Bi1×Bi2×·· ·×Biq and fT NBi
(·) represents the truncated normal den-

sity that accounts for the truncation constraints reflected in Bi. This representation
follows by Bayes formula because Pr(yi|θ ,Ω) is the normalizing constant of a trun-
cated normal distribution, and its representation in terms of the quantities in (9) is
useful for developing an estimation strategy that is simple and efficient. As discussed
in [3], this identity is particularly useful because it holds for any value of zi ∈ Bi and
therefore, given that the numerator quantities 1{z∗i ∈ Bi} and fN(z∗i |0,Ω) in (9) are
directly available, the calculation is reduced to finding an estimate of the ordinate
fT NBi

(z∗i |0,Ω) at a single point z∗i ∈ Bi, typically taken to be the sample mean of the
draws zi ∼ T NBi(0,Ω) that will be simulated in the estimation procedure (details
will be presented shortly). The log-probability is subsequently obtained as

ln P̂r(yi|θ ,Ω) = ln fN(z∗i |0,Ω)− ln f̂T NBi
(z∗i |0,Ω), (10)

To estimate f̂T NBi
(z∗i |0,Ω) in (10), the CRT method relies on random draws zi ∼

T NBi(0,Ω) which are produced by the Gibbs sampling algorithms of [5] or [16],
where a new value for zi is generated by iteratively simulating each element zi j
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from its full-conditional density zi j ∼ f (zi j|yi j,{zik}k 6= j,Ω) = T NBi j(µi j,σ2
i j) for

j = 1, . . . ,q. In the preceding, µi j and σ2
i j are the conditional mean and variance of

zi j given {zik}k 6= j and are obtained by the usual formulas for a conditional Gaussian
density. MCMC simulation of zi ∼ T NBi(0,Ω) is an important tool for drawing from
this density, which is non-standard due to the multiple constraints defining the set
Bi and the correlations in Ω .

The Gibbs transition kernel for moving from a point zi to z∗i is given by the
product of univariate truncated normal full-conditional densities

K(zi,z∗i |yi,θ ,Ω) =
J

∏
j=1

f (z∗i j|yi,{z∗ik}k< j,{zik}k> j,θ ,Ω). (11)

Because the full-conditional densities represent the fundamental building blocks of
the Gibbs sampler, the additional coding involved in evaluating (11) is minimized.
By virtue of the fact that the Gibbs sampler satisfies Markov chain invariance (see
[18, 4]), in our context we have that

fT NBi
(z∗i |0,Ω) =

∫
K(zi,z∗i |yi,θ ,Ω) fT NBi

(zi|0,Ω)dzi, (12)

a more general version of which was exploited for density estimation in [15]. There-
fore, an estimate of fT NBi

(z∗i |0,Ω) for use in (9) or (10) can be obtained by invok-
ing (12) and averaging the transition kernel K (zi,z∗i |yi,θ ,Ω) with respect to draws
from the truncated normal distribution z(g)

i ∼ T NBi (0,Ω), g = 1, . . . ,G, i.e.

f̂T NBi
(z∗i |0,Ω) =

1
G

G

∑
g=1

K(z(g)
i ,z∗i |yi,θ ,Ω). (13)

When repeated evaluation of (12) is required, e.g. in evaluating derivatives of
f (y|θ ,Ω), one should remember to reset the random number generation seed used in
the simulations. The CRT method produces continuous and differentiable estimates
of Pr(yi|θ ,Ω) and can thus be applied directly in derivative-based optimization as
discussed next.

3.2 Optimization Technique

Let ψ represent the vector of parameters that enter the log-likelihood function
ln f (y|ψ). For the copula model that we considered in Section 2, ψ consists of
the elements of θ and the unique off-diagonal entries of Ω (recall that Ω is sym-
metric positive definite matrix with ones on the main diagonal) and the likelihood
function f (y|ψ) is given in (8). Standard Newton-Raphson maximization of the log-
likelihood function ln f (y|ψ) proceeds by updating the value of the parameter vector
in iteration t, ψt , to a new value, ψt+1, using the formula
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ψt+1 = ψt −λH−1
t gt , (14)

where gt = ∂ ln f (y|ψt)/∂ψt and Ht = ∂ 2 ln f (y|ψt)/∂ψt∂ψ ′
t are the gradient vec-

tor and Hessian matrix, respectively, of the log-likelihood function at ψt and λ is a
step size. Gradient-based methods are widely used in log-likelihood optimization
because many statistical models have well-behaved log-likelihood functions and
gradients and Hessian matrices are often required for statistical inference, e.g. in ob-
taining standard errors or Lagrange multiplier test statistics. The standard Newton-
Raphson method, however, has well-known drawbacks. One is that computation
of the Hessian matrix can be quite computationally intensive. For a k dimensional
parameter vector ψ , computing the Hessian requires O(k2) evaluations of the log-
likelihood function. In the context of simulated likelihood estimation, where k can
be very large and each likelihood evaluation can be very costly, evaluation of the
Hessian presents a significant burden that adversely affects the computational effi-
ciency of Newton-Raphson. Another problem is that (−H) may fail to be positive
definite. This may be due to purely numerical issues (e.g. the computed Hessian may
be a poor approximation to the analytical one) or it may be caused by non-concavity
of the log-likelihood function. In those instances, the Newton-Raphson iterations
will fail to converge to a local maximum.

To deal with these difficulties, [1] noted that an application of a fundamental sta-
tistical relationship, known as the information identity, obviates the need for direct
computation of the Hessian. Because we are interested in maximizing a statistical
function given by the sum of the log-likelihood contributions over a sample of obser-
vations, it is possible to use statistical theory to speed up the iterations. In particular,
by definition we have ∫

f (y|ψ)dy = 1, (15)

where it is assumed that if there are any limits of integration, they do not depend on
the parameters ψ . With this assumption, an application of Leibniz’s theorem implies
that ∂{∫ f (y|ψ)dy}/∂ψ =

∫
∂ f (y|ψ)/∂ψdy. Moreover, because ∂ f (y|ψ)/∂ψ =

{∂ ln f (y|ψ)/∂ψ} f (y|ψ), upon differentiation of both sides of (15) with appropriate
substitutions, we obtain

∫ ∂ ln f (y|ψ)
∂ψ

f (y|ψ)dy = 0. (16)

Differentiating (16) with respect to ψ once again (recalling that under our assump-
tions we can interchange integration and differentiation), we get

∫ {
∂ 2 ln f (y|ψ)

∂ψ∂ψ ′ f (y|ψ)+
∂ ln f (y|ψ)

∂ψ
∂ f (y|ψ)

∂ψ ′

}
dy = 0,

where, taking advantage of the equality ∂ f (y|ψ)/∂ψ = {∂ ln f (y|ψ)/∂ψ} f (y|ψ)
once again, we obtain the primary theoretical result underlying the BHHH approach
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−
∫ ∂ 2 ln f (y|ψ)

∂ψ∂ψ ′ f (y|ψ)dy =
∫ ∂ ln f (y|ψ)

∂ψ
∂ ln f (y|ψ)

∂ψ ′ f (y|ψ)dy. (17)

The left side of equation (17) gives E(−H), whereas on the right side we have
E(gg′) which also happens to be Var(g) because from (16) we know that E(g) = 0.
Now, because the log-likelihood is the sum of independent log-likelihood contribu-
tions, i.e. ln f (y|ψ) = ∑n

i=1 ln f (yi|ψ), it follows that

Var(g) =
n

∑
i=1

Var(gi)≈
n

∑
i=1

gig′i,

in which gi = ∂ ln f (yi|ψ)/∂ψ . Therefore, the BHHH algorithm for maximizing the
log-likelihood function relies on the recursions

ψt+1 = ψt +λB−1
t gt , (18)

where Bt = ∑n
i=1

[
∂ ln f (yi|ψt )

∂ψt

][
∂ ln f (yi|ψt )

∂ψt

]′
is used in lieu of −Ht in (14).

Working with the outer product of gradients matrix, Bt , has several important
advantages. First, computation of the gradients requires O(k) likelihood evaluations
and hence yields significant computational benefits relative to direct evaluation of
Ht which requires O(k2) such evaluations. Note that {∂ ln f (yi|ψt)/∂ψt} are calcu-
lated anyway in computing gt and that obtaining Bt only involves taking their outer
product but requires no further evaluations of ln f (y|ψ). Second, Bt is necessarily
positive definite, as long as the parameters are identified, even in regions where
the log-likelihood is convex. Hence, the BHHH algorithm guarantees an increase
in ln f (y|ψ) for a small enough step size λ . Finally, Bt is typically more computa-
tionally stable than Ht , thereby reducing numerical difficulties in practice (e.g. with
inversion, matrix decomposition, etc.).

We make an important final remark about the interplay between simulation and
optimization in maximum simulated likelihood estimation: precise estimation of the
log-likelihood is essential for correct statistical inference. Specifically, it is crucial
for computing likelihood ratio statistics, information criteria, marginal likelihoods
and Bayes factors, and is also key to mitigating simulation biases in the maximum
simulated likelihood estimation of parameters, standard errors, and confidence inter-
vals (see [12], [19]). For instance, if the probabilities that enter f (y|ψ) are estimated
imprecisely, the maximum likelihood estimate will be biased (by Jensen’s inequal-
ity) and the estimates of {∂ ln f (yi|ψt)/∂ψt}will be dominated by simulation noise.
This adversely affects the estimated standard errors because Bt is inflated by simu-
lation noise rather than capturing genuine log-likelihood curvature. Hence, relying
on the modal value of B−1

t as an estimate of the covariance matrix of ψ̂ will produce
standard errors and confidence bands that are too optimistic (too small). In extreme
cases, parameters that are weakly identified may appear to be estimated well, due
entirely to the simulation noise. Such problems can be recognized by examining the
behavior of the estimated standard errors (square root of the diagonal of the modal
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Table 1 Descriptive statistics for the explanatory variables in the patent count application

Variable Description Mean SD

ln(SALES) Log of real sales (millions) 6.830 1.703
ln(WF) Log of number of company employees 2.398 1.717
ln(RDC) Log of real R&D capital (millions) 5.593 1.815

value of B−1
t ) for different values of the simulation size G in (13) to determine

whether they are stable or tend to decrease as G is increased.

4 Application

In this section, we implement the methodology developed earlier to study the joint
behavior of firm-level patent registrations in four technology categories in the “com-
puters & instruments” industry during the 1980s. We use the data sample of [10],
which consists of n = 498 observations on 254 manufacturing firms from the U.S.
Patent & Trademark Office data set discussed in [7] and [11]. The response variable
is a 4×1 vector yi (i = 1, . . . ,498) containing firm-level counts of registered patents
in communications (COM), computer hardware & software (CHS), computer pe-
ripherals (CP), and information storage (IS). The explanatory variables reflect the
characteristics of individual firms and, in addition to a category specific intercept,
include sales (SALES), workforce size (WF), and R&D capital (RDC). Sales are
measured by the annual sales revenue of each firm, while the size of the workforce
is given by the number of employees that the firm reports to stockholders. R&D cap-
ital is a variable constructed from the history of R&D investment using inventory
and depreciation rate accounting standards discussed in [7]. All explanatory vari-
ables, except the intercept, are measured on the logarithmic scale. Table 1 contains
variable explanations along with descriptive statistics.

To analyze these multivariate counts, we use a Gaussian copula model with neg-
ative binomial marginals which was presented in Section 2. The negative binomial
specification is suitable for this application because patent counts exhibit a heavy
right tail, and hence it is useful to specify a model that can account for the possible
presence and extent of over-dispersion. In addition to examining how patents in each
category are affected by firm characteristics, joint modeling allows us to study the
interdependence of patent counts that emerges due to technological spillovers, man-
agerial incentives, and internal R&D decisions. For instance, technological break-
throughs and know-how in one area may produce positive externalities and spill
over to other areas. Moreover, significant discoveries may produce patents in multi-
ple categories, resulting in positive correlation among patent counts. Alternatively,
the advancement of a particular technology may cause a firm to re-focus and con-
centrate its resources to that area at the expense of others, thereby producing nega-
tive correlations. The dependence structure embodied in the correlation matrix Ω of
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the Gaussian copula model that we consider is intended to capture these and other
factors that can affect multiple patent categories simultaneously.

We estimate the copula model by first estimating the parameters of each negative
binomial model separately by maximum likelihood and then using those estimates
as a starting point for maximizing the copula log-likelihood. The individual negative
binomial models have well-behaved log-likelihood functions and are relatively fast
and straightforward to estimate by standard optimization techniques such as those
presented in Section 3.2. Parameter estimates for the independent negative binomial
models and the joint Gaussian copula model are presented in Table 2.

Table 2 Maximum simulated likelihood estimates of independent negative binomial (NB) models
and joint Gaussian copula model with standard errors in parentheses

Independent NB Models Gaussian Copula Model
COM CHS CP IS COM CHS CP IS

Intercept 0.968 -1.712 -5.834 -2.105 0.917 -1.471 -6.099 -2.033
(0.993) (0.939) (1.682) (0.568) (1.040) (0.986) (1.645) (0.628)

ln(SALES) -0.297 -0.202 0.084 -0.190 -0.285 -0.194 0.242 -0.181
(0.254) (0.233) (0.423) (0.122) (0.270) (0.247) (0.417) (0.128)

ln(WF) 0.763 0.353 0.273 0.218 0.759 0.319 0.085 0.219
(0.210) (0.194) (0.378) (0.140) (0.222) (0.203) (0.376) (0.147)

ln(RDC) 0.081 0.611 0.717 0.631 0.078 0.580 0.665 0.608
(0.122) (0.091) (0.120) (0.080) (0.128) (0.105) (0.148) (0.089)

ln(α j) -0.174 -0.017 -0.564 -0.464 -0.184 0.026 -0.563 -0.451
(0.090) (0.091) (0.131) (0.110) (0.101) (0.098) (0.150) (0.119)

1.000
(0.000)
0.072 1.000

(0.070) (0.000)
Ω 0.119 0.313 1.000

(0.075) (0.053) (0.000)
-0.080 0.225 0.115 1.000
(0.074) (0.063) (0.080) (0.000)

The results in Table 2 largely accord with economic theory. Of particular in-
terest is the fact that in all cases the coefficients on ln(RDC) are positive, and for
CHS, CP, and IS, they are also economically and statistically significant. Specifi-
cally, those point estimates are relatively large in magnitude and lie more than 1.96
standard errors away from zero, which is the 5% critical value for a two-sided test
under asymptotic normality. This indicates that innovation in those categories is
capital-intensive and the stock of R&D capital is a key determinant of patenting ac-
tivity. The results also suggest that, all else being equal, the introduction of patents
tends to be done by large firms, as measured by the size of the company workforce
ln(WF). The coefficient on that variable in the communications category is large
and statistically significant, whereas in the other three categories the estimates are
positive but not significant at the customary significance levels. Interestingly, and



12 Ivan Jeliazkov and Alicia Lloro

perhaps counter-intuitively, the coefficients on ln(SALES) in these categories are
predominantly negative (with the exception of computer peripherals), and none are
statistically significant. To explain this puzzling finding, economists have proposed
a rationalization that has to do with signaling in the presence of asymmetric infor-
mation. In particular, firms that do not have steady sales revenue such as start-ups
that have yet to establish a reliable customer base, are often cash constrained and
may have to demonstrate their creditworthiness to potential lenders such as venture
capitalists, banks, and individual investors in order to obtain loans. One way for
such firms to exhibit their research innovations and overall productivity is to regis-
ter patents. In this case patents serve a dual role – they protect the firm’s innovations
from infringement and also send a positive signal to potential outside stakehold-
ers. In contrast, firms that have more reliable sources of revenue due to higher sales
have lower incentives to patent their innovations and may instead opt to protect their
intellectual property in other ways (e.g. by keeping trade secrets, entering into ex-
clusive agreements with potential users of their technology, etc.). These considera-
tions are especially relevant in the computers & instruments industry, where patents
have short life cycles and can often be circumvented by competitors who “innovate
around” registered research advances.

Table 2 also illustrates that over-dispersion is a common feature of all four data
series, as demonstrated by the low estimates of {ln(α j)} across all categories in
both the copula and univariate regression models. As a consequence, allowing for
over-dispersion by considering a negative binomial specification, as opposed to es-
timating a Poisson model, appears well justified.

In Table 2, the estimated dependence matrix Ω in the Gaussian copula model re-
veals interesting complementarities among patent categories and supports the case
for joint modeling and estimation. Specifically, the estimates suggest that patents in
the computer hardware & software category are highly correlated with counts in the
computer peripherals and information storage categories, while the correlation be-
tween patents in the communications category are relatively mildly correlated with
those in the remaining categories. To test formally for the relevance of the copula
correlation structure in this context, one can use the likelihood ratio and Lagrange
multiplier tests. The log-likelihood for the restricted model (the independent nega-
tive binomial specification) is LR =−4050.06 and for the unrestricted model (Gaus-
sian copula model), it is LU = −4020.98, leading to a likelihood ratio test statistic
−2(LR−LU ) = 58.16. This test statistic has a χ2 distribution with 6 degrees of free-
dom (equal to the number of off-diagonal elements in Ω ) and a 5% critical value of
12.59, suggesting that the data strongly reject the restricted (independent negative
binomial) specification. The Lagrange multiplier test statistic is constructed from
the gradient gR = ∂ ln f (y|ψR)/∂ψ and curvature BR = ∑n

i=1
∂ ln f (yi|ψR)

∂ψ
∂ ln f (yi|ψR)

∂ψ ′
of the log-likelihood function of the Gaussian copula model, both evaluated at the
restricted maximum likelihood estimate ψR. Note that this corresponds to the case
when Ω is an identity matrix and the Gaussian copula model is equivalent to fitting
the four negative binomial models separately (in fact, these are the starting values
we use in optimizing the copula log-likelihood). The Lagrange multiplier test statis-
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Fig. 2 Numerical standard errors (NSE) of the log-likelihood estimate as a function of the MCMC
sample size in the CRT method (the axes, but not the values, are on the logarithmic scale)

tic LM = {g′R(BR)−1gR} = 64.58 has the same asymptotic χ2 distribution as the
likelihood ratio statistic and also leads to strong rejection of the restricted model.

The parameter estimates and hypothesis tests presented above are based on
maximizing an MCMC-based estimate of the log-likelihood function because that
function is analytically intractable. However, because the variability intrinsic in
simulation-based estimation can affect the reliability of the results, it is important to
examine the extent to which the point estimates, standard errors, and test statistics
are affected by the performance of the simulated likelihood algorithm. In Figure 2,
we have plotted the numerical standard error of the estimated log-likelihood ordi-
nate ln f̂ (y|ψ) as a function of the simulation sample size G used in constructing
the average in (13). The numerical standard error gives a measure of the variability
of the estimated log-likelihood ordinate for fixed y and ψ if the simulation nec-
essary to evaluate ln f (y|ψ) were to be repeated using a new Markov chain. The
Figure demonstrates that the simulated likelihood algorithm performs very well –
even with few MCMC draws, the precision of estimating ln f̂ (y|ψ) is sufficient for
producing reliable parameter estimates and hypothesis tests. The low variability of
ln f̂ (y|ψ) in our example is especially impressive because the numerical standard
errors are obtained as the square root of the sum of variances of the n = 498 individ-
ual log-likelihood contributions. To be cautious, we have also verified the validity of
the point estimates by initializing the algorithm at different starting values and also
by estimating the model by Bayesian simulation methods similar to those proposed
in [10] and [14], which do not rely on maximizing the log-likelihood.

At the end of Section 3.2, we discussed the possibility that in maximum simulated
likelihood estimation the standard errors may be affected by simulation noise. To
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examine the extent to which variability in the log-likelihood estimate translates to
downward biases in the standard errors of the parameter estimates, we compute
the standard errors across several settings of the simulation size G, namely G ∈
{25,50,100,500,1500}. We then compare the behavior of the standard errors for
lower values of G relative to those for large G. Figure 3 presents boxplots of the
ratios of the parameter standard errors estimated for each setting of G relative to
those at the highest value G = 1500. The results suggest that while at lower values
of G the standard error estimates are somewhat more volatile than at G = 1500,
neither the volatility nor the possible downward bias in the estimates represents a
significant concern. Because the CRT method produces very efficient estimates of
the log-likelihood ordinate, such issues are not problematic even with small MCMC
samples, although in practice G should be set conservatively high, subject to one’s
computational budget.

5 Concluding Remarks

This chapter has discussed techniques for obtaining maximum simulated likelihood
estimates in the context of models for discrete data, where the likelihood function
is obtained by MCMC simulation methods. These methods provide continuous and
differentiable estimates that enable the application of widely used derivative-based
techniques for obtaining parameter standard errors and test statistics. Because we
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are maximizing a log-likelihood function, we rely on the BHHH outer product of
gradients method to simplify and speed up the computation of the Hessian matrix
of the log-likelihood. The methodology is applied in a study of the joint behavior of
four categories of U.S. technology patents using a Gaussian copula model for multi-
variate count data. The results support the case for joint modeling and estimation of
the patent categories and suggest that the estimation techniques perform very well
in practice. Additionally, the CRT estimates of the log-likelihood function are very
efficient and produce reliable parameter estimates, standard errors, and hypothesis
test statistics, mitigating any potential problems (discussed at the end of Section 3.2)
that could arise due to maximizing a simulation-based estimate of the log-likelihood
function.

We note that the simulated likelihood methods discussed here can be applied in
optimization algorithms that do not require differentiation, for example in simulated
annealing and metaheuristic algorithms which are carefully examined and summa-
rized in [22]. At present, however, due to the computational intensity of evaluating
the log-likelihood function at each value of the parameters, algorithms that require
numerous evaluations of the objective function can be very time consuming, espe-
cially if standard errors have to be computed by bootstrapping. Nonetheless, the
application of such algorithms is an important new frontier in maximum simulated
likelihood estimation.
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18. Tierney, L. (1994), “Markov Chains for Exploring Posterior Distributions,” Annals of Statis-

tics, 22, 1701–1761.
19. Train, K. (2003), Discrete Choice Methods with Simulation. Cambridge: Cambridge Univer-

sity Press.
20. Trivedi, P. K., and D. M. Zimmer (2005), “Copula Modeling: An Introduction for Practition-

ers,” Foundations and Trends in Econometrics, 1, 1-111.
21. Winkelmann, R. (2008), Econometric Analysis of Count Data, 5 edition. Berlin: Springer.
22. Yang, X.-S. (2010), Engineering Optimization: An Introduction with Metaheuristic Applica-

tions. Hoboken, New Jersey: John Wiley & Sons.


